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CUSTKEY NATIONKEY NAME MKTSEGMENT ADDRESS COMMENT PHONE ACCTBAL
1234556 DE G.W. 43 E1.4 - 1234 €987,513
2334444 GB I.N. 22 OX13 - 332 €10,522
1123234 US M.S. 22 CA16 - 1233 €6,452
2323454 DE J.D. 43 E1.3 CST_LOW 54443 €399
2311555 GB A.M. 12 WA154 - 23442 €46,523
1231235 NL T.V. 42 AM3321 - 1123 €180,000
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Column-grouping
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The Vertical Partitioning Problem

• Given a workload and a cost function 

• Provide a complete and disjunct partitioning 
of the set of attributes of a table



Workload
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Selectivity?
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High selectivity

Low selectivity

Indexes

Vertical partitioning



Vertical Partitioning
in Legacy Row-Stores
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TPC-H Customer
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SELECT   Name,  Address,  Acctbal
FROM     Customer
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Database Buffer
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Classification of 
VP algorithms
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Iteration 1
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TPC-H Query Runtimes
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Unnecessary Data Read
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Try another Benchmark

[O’Neil et al: Star Schema Benchmark]35

Layout TPC-H SSB
AutoPart 3.71% 5.29%
HillClimb 3.71% 5.29%
HYRISE 1.58% 5.27%
Navathe -21.47% 1.64%
O2P -27.74% 1.64%
Trojan 3.71% 0.05%
BruteForce 3.71% 5.29%

Layout HDD MM
AutoPart 3.71% 0.00%
HillClimb 3.71% 0.00%
HYRISE 1.58% 0.00%
Navathe -21.47% -15.07%
O2P -27.74% -15.53%
Trojan 3.71% 0.00%
BruteForce 3.71% 0.00%

Improvement over Column-layout



Try another Cost Model

[Grund et al: HYRISE, VLDB’10]36

Layout TPC-H SSB
AutoPart 3.71% 5.29%
HillClimb 3.71% 5.29%
HYRISE 1.58% 5.27%
Navathe -21.47% 1.64%
O2P -27.74% 1.64%
Trojan 3.71% 0.05%
BruteForce 3.71% 5.29%

Layout HDD MM
AutoPart 3.71% 0.00%
HillClimb 3.71% 0.00%
HYRISE 1.58% 0.00%
Navathe -21.47% -15.07%
O2P -27.74% -15.53%
Trojan 3.71% 0.00%
BruteForce 3.71% 0.00%

Improvement over Column-layout



Try it in DBMS-X

of HillClimb pays off the earliest (just after 25% of TPC-H work-
load) over row layout. Furthermore, from our experience HillClimb
is also one of the easiest algorithms to understand and implement.

4. Column layouts are often good enough. On the TPC-H bench-
mark (i.e. all 22 queries) the vertical partitioning algorithms could
improve over column layout by only up to 3.7%. This is because
the attribute access patterns over all 22 queries are quite fragmented
and it is hard to find column groups which satisfy most of the
queries. Indeed, the improvements over column layout go up to
24% when using a small subset of the TPC-H workload (see Fig-
ure 7). But still the improvements over column layout are not dra-
matic. To investigate this further, we tried three changes in our
experimental setup — using a different benchmark, using a dif-
ferent cost model, and using a commercial database system which
supports column grouping.

(a) Using a different benchmark. We used the Star Schema Bench-
mark[19]. The Star Schema Benchmark has less fragmented access
pattern and so we expect wider column groups. Table 5 compares
the results on the TPC-H and the Star Schema Benchmark (SSB).

Layout TPC-H SSB
AutoPart 3.71% 5.29%
HillClimb 3.71% 5.29%
HYRISE 1.58% 5.27%
Navathe -21.47% 1.64%
O2P -27.74% 1.64%
Trojan 3.71% 0.05%
BruteForce 3.71% 5.29%

Table 5: Estimated improvement over column layout with dif-
ferent benchmarks.

We can see that even though column grouping improves over col-
umn layout by up to 5.29% on the Star Schema Benchmark, still
the improvement is not dramatic. Thus, using column layouts in
the first place for TPC-H–like workloads is not a bad idea. This
will avoid the complicated vertical partitioning machinery.

(b) Using a different cost model. We used the main-memory cost
model from HYRISE [6]. It models the number of cache misses
when accessing data from a column grouped layout. For TPC-H
queries, we show the estimated workload runtime improvements
over column layout. Table 6 compares the results when using disk
(HDD) and main-memory (MM) cost models.

Layout HDD Cost Model MM Cost Model
AutoPart 3.71% 0.00%
HillClimb 3.71% 0.00%
HYRISE 1.58% 0.00%
Navathe -21.47% -15.07%
O2P -27.74% -15.53%
Trojan 3.71% 0.00%
BruteForce 3.71% 0.00%

Table 6: Estimated improvement over column layout with dif-
ferent cost models.

From the table we see that except for Navathe and O2P, all other
algorithms have no improvement over column layout in main-
memory. This is due to the fact that the seek-costs compared to
the scan costs are way smaller in main-memory than for disk-
based systems, which means that a column-group cannot signif-
icantly decrease the data access costs in main-memory. Instead,
column groups can potentially increase the amount of data read and
hence be even worse than column layout (see Navathe and O2P for
main-memory). On the other hand, reading data in column layout
causes the least possible number of cache-misses, thus allows for
the fastest data access. Therefore, in terms of data access costs,

it is hard to beat column layout in a main memory-based system.
Indeed, in the HYRISE-paper [6], the hybrid layouts improve over
column layout by just 3.8% in the total workload cost. This is even
when the workload chosen in HYRISE paper uses very wide ta-
bles with up to 150 attributes and several queries accessing a large
fraction of those attributes.

(c) Using a commercial database system. Finally, we used a com-
mercial disk-based column-oriented database system (referred to
as DBMS-X in the following), which supports column grouping.
The idea is to compare vertically partitioned layouts with column
layouts on TPC-H benchmark. To do so, we created and loaded
two TPC-H databases with scale factor 10, one with column lay-
out and the other with a vertically partitioned layout calculated by
HillClimb. Like any other column store, DBMS-X relies heavily on
compression and it cannot be turned off. The default compression
for string and floating point numbers is Lempel-Ziv-Oberhumer-
based (LZO), while for integer and date types the compression
scheme is delta encoding. We executed the unmodified queries of
the TPC-H workload on these two databases. Table 7 shows the
total workload runtime4 for row, column, and the vertically parti-
tioned layout produced by HillClimb.

Compression Row Column HillClimb
Default (LZO or Delta) 1652 s 377 s 450 s
Dictionary 1265 s 511 s 532 s

Table 7: TPC-H workload runtimes with scale factor 10 in
DBMS-X for different layouts and compression schemes

When using the default compression the difference between col-
umn layout and HillClimb is quite high. This is due to the vary-
ing length encoding, used in the vertically partitioned layout as
well, which makes the tuple-reconstructions within a segment of
a column-group costly. We ran another experiment in which we
forced all layouts to use the dictionary compression, which is a
fixed-size encoding. With dictionary compression, the gap between
column and HillClimb layout reduces. Still, column layout outper-
forms HillClimb.

Having said the above, however, there are several practical limi-
tations to using column layouts in legacy row stores. For instance,
the standard practice to create a separate table for each vertical par-
tition causes the column layouts to incur the maximum tuple header
overheads. Thus, vertical partitioning is still a necessity for major-
ity of row stores.

8. CONCLUSION
There are a number of vertical partitioning algorithms proposed

in the literature. In this paper, we presented a systematic and com-
prehensive study of vertical partitioning algorithms. We catego-
rized vertical partitioning algorithms along three dimensions and
surveyed six different algorithms. We experimentally evaluated
these six algorithms under a common configuration setting. We
introduced four metrics to compare different vertical partitioning
algorithms and showed results from the TPC-H benchmark. Our re-
sults identified the trade-offs between optimization time and work-
load runtime improvements, improvements over row and column
layouts, and effects of database buffer size.
Acknowledgments. Research partially supported by BMBF.

4We excluded query 9 since DBMS-X has chosen a sub-optimal
query plan for it, which caused an enormously high runtime.
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Buffer Size is Crucial
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Summary

• Buffer size is crucial

• Column layout is good enough

• HillClimb is the best VP algorithm


